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5 Introduction

The Co-Packaging Framework Document [1], published in February 2022, primarily addressed the
integration of optical and electrical communication devices with a host ASIC on a shared first-level
substrate. This approach aims to achieve higher bandwidth and denser interconnects while significantly
reducing power consumption compared to current pluggable module solutions. By locating an optical
communication device close to the host ASIC, high-speed electrical channel losses and impedance
discontinuities can be minimized, enabling the use of higher speed, lower power, off-chip I/O drivers.

Since the publishing of the Co-Packaging Framework Document, there has been a continued and
growing focus on not just reducing the overall power dissipation but also efficiently managing heat
removal especially where the thermal density is high. This is a critical challenge, especially as the data-
rate density (specified as the aggregate full duplex bandwidth (Tx + Rx) divided by the linear edge width
and expressed in units of Tb/s per mm), approaches 1Tb/s per millimeter. This benchmark is often seen
as a minimum interconnect requirement for next-generation Al clusters.

This Energy Efficient Interface (EEI) whitepaper documents various applications that could benefit from
enhanced low-power, high-aggregate data-rate density, and low-latency interconnects. It explores
tradeoffs such as different data rates, the number of lanes, density considerations, form factors
(pluggable, on-board, co-packaged), electrical and electro-optical link performance, latency issues,
interoperability challenges, and the development of interoperability standards.

6 Applications Overview

The Energy Efficient Interconnects (EEI) Requirements Document [2] outlines various applications in
data centers, Al, and high-performance computing (HPC) systems, highlighting the need for energy-
efficient electrical and optical communication links. The document identifies three main types of
interconnects: Front End Interconnects (FEI), Back End Interconnects (BEI), and Compute Interconnects
(CI) (see Figure 1). FEI focuses on intra-datacenter communications, emphasizing standards-based
interoperability and energy efficiency. BEI, or scale-out interconnects, are designed for Al intra-cluster
communications and HPC tasks, prioritizing low latency, high throughput, and energy efficiency. Cl, scale
up interconnects, facilitate data exchange among compute elements, addressing the integration of an
increasing number of these elements.

These interconnect types share key requirements, including power consumption, latency, degree of
interoperability, form factors, density, and transmission distance (Table 1). However, each type may
prioritize these requirements differently. Conducting a relative comparison of technology choices is vital
not only to benchmark current capabilities but also to identify potential trade-offs and enhancements.
Understanding the dependencies between these requirements can help quantify the improvements
achievable by potentially relaxing certain criteria, resulting in an optimal balance between performance,
efficiency, and practicality within each interconnect type.
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[SCALE-OUT] INTERCONNECT

Legend:
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Figure 1: Conceptual representation of modern high-performance networks. (1) Front End
Interconnect (FEl), (2) Back End Interconnect (BEI), and (3) Compute Interconnect.

Table 1: Key requirements for different interconnect types.

Transmission

ntercomnect | Pouer o | Latenoy | DeEreest, | Bendwidtpenty | G
Front-End (FE) ~10pJ/bit 20ns High ~0.8 - 1.6Tb/s per mm 2km
Back-End (BE) | 5—10pJ/bit 5ns Medium ~2Tb/s per mm 300m
Compute (C) < 5pl/bit *k Low > 2Tb/s per mm 20m’

*Latency is the sum of the transceiver's Tx and Rx latencies and does not include the latency due to the
length of the fiber interconnect. The total end-to-end latency includes the latency of a transceiver Tx,
transceiver Rx, the latency associated with the speed of light in the optical fiber, and the type of FEC
implemented.

**| atency associated with Compute Interconnects involves more than physical delays. It is dependent on
a trade-off between maintaining data integrity (i.e. low BER using FEC) and minimizing the number of re-
tries.

"There are some applications that require reaches of up to at least 100meters.

The EEI Requirements Document concludes with recommendations for future work in standardizing the
various interconnects and associated interfaces. The recommendations prioritize standardization efforts
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in two critical areas: Back End Interconnects (Compute element-to-Compute element Interconnection
Remote or scale-out) and Compute Interconnects (Compute element-to-Compute element
Interconnection Local (or scale up). In the short term, immediate attention should be given to Back End
Interconnects, with a focus on energy-reducing, low latency technologies, maximizing link transmission
quality (i.e., low BER and low transmission retries), and increasing the interconnect’s aggregate data-
rate density. In the medium term, considerable advancements will be needed for Compute
Interconnects, particularly for local compute element-to-compute element applications. The technology
developed for Cl will also be relevant for Compute element-to-CPU and Compute element-to-Memory
applications, with many technologies from BEI expected to be adapted for these relatively very short
reach, cost-sensitive interconnects. Standardization efforts should again focus on technologies that offer
cost reductions, lower power consumption, and lower latency.

The next section will explore standardization efforts, listing and describing some of the key aspects
when considering an interoperability specification for these kinds of interconnects.

7 Potential Interfaces for Interoperability Standards

7.1 Introduction

During the study phase of this Framework project, two additional figures were provided that detail an
compute element architecture—a basic Al compute node building block (see Figure 2 and Figure 3).
These figures represent just two of the publicly available approaches, though many other architectures
exist.
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Memory I/F (CXL/PCle)

HBM I/F (wide, low latency I/F)
Local connection (D2D, proprietary)

Figure 2: Compute element (CE) architecture with local compute element traffic utilizing a proprietary
link protocol.

Both architectures feature local high-bandwidth memory (HBM), accessed through a communications
interface with 1024 lanes operating at 6—10 Gb/s. In the first compute element architecture (Figure 2),
local compute elements communicate with one another through a switch based on a proprietary
network protocol. The second architecture (Figure 3) illustrates "any-to-any" compute element
connections via standardized protocols, such as PCle/CXL. Remote compute element connections can
use Infiniband or Ethernet, with an emphasis on low latency. For Front-End Interconnects (FEI), both
architectures prefer Ethernet as the network protocol.

www.oiforum.com 10



http://www.oiforum.com/

OIF-EEI-FD-01.0

FE Ethernet

CPUs

Local Switch (CXL/PCle)

o Compute

Element

.;

Compute

Element k 'I‘\‘ ‘Element

M Compute I

—= Element

lement

il Element I

Compute ' ,\',. ‘Compute
. \') ‘

’4‘

Compute

Element i

Element

(=

ompute

BE Ethernet

Ethernet

m—e CE local (XxGMI/CX>/PCle)

PCle / CXL

CE remote (Low latency Ethernet (UEC))
HBM I/F (wide, low latency I/F)

Figure 3: Alternate compute element (CE) architecture with local compute element traffic utilizing
standardized protocols (e.g. PCle/CXL).

The two architectures above highlight potential opportunities for standardization. Table 2 lists the
different kinds of links within an Al compute building block and possible areas where standardization

efforts could be beneficial.

Table 2: Potential link interfaces for interoperability standardization.

# Link Protocol Possible Projects Current Solution
1 Compute element, Ethernet Linear, partial re-timed, Ethernet compatible

Remote Infiniband CPO pluggable optics
) Compute element, Proprietary (D2D, C2C) Low-Iat'ency., low-power Proprietary links over

very local optical link, CPO copper
3 compute element, PCIe(CXL Low-I.aten.cy, low-power PCle over copper
local Proprietary optical link standard
PCle/CXL
i ?

4 Memory HBM3, HBM3E Leverage optical PCle (?) PCle over copper

www.oiforum.com
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7.2 Energy efficient link configurations (Optical & Electrical)

When considering interoperable interface specifications for Back-End, Front-End, or Compute
Interconnects, several issues and questions arise. For example, which applications would benefit most
from a standardized interface? What are the characteristics of the electrical interfaces that will
communicate with the opto-electronic communications device? What host ASIC SerDes capabilities are
assumed? To achieve the lowest power consumption, the electrical interface channel must have
relatively low loss and minimal impedance discontinuities, allowing the host ASIC or OE-engine 1/0
drivers to operate with smaller voltage swings and minimal equalization. Regarding this low-power
target, will these interfaces be fully retimed, partially retimed, or fully analog (sometimes referred to as
linearly amplified) (see Figure 4)?

Retimed Retimed Partially Retimed Partially Retimed
N 4 N\ 4
Rx CDR -4 * CDR Tx Rx « @ * T
ASIC e C A ASIC ASIC ASIC
™ CDR _>i ’ : Tx CDR b} F» & Rx
A COR R A
J & 2 _
Non-retimed Non-retimed Non-retimed Non-retimed
(linearly amplified) (linearly amplified) (w/host predistortion) (non-linearly amplified)
1\ ( ) (
Rx 3 Rx 5
<<y n ,‘
ASIC IASIC ASIC IASIC
Tx CTiE b} » & Rx Tx CTLE b} » & Rx
&> 5
) \ Y .

Figure 4: Energy-efficient optical interconnect interface options. Retimed, partially retimed and non-
retimed.

7.2.1 Link Training

Additionally, to minimize transmission errors and optimize power dissipation, Link Training may be
required [3][4]. If so, would Link Training be conducted on a segment-by-segment basis, optimizing the
electrical and optical portions individually, or would the entire link be optimized as a whole? Would link
training be part of the initialization process during power-up or would optimization occur periodically
throughout operation? And how would the system handle link training? Would link training
communicate with in-band or out-of-band signaling?

7.2.2  Protocol

Which protocols should be examined? For instance, Ethernet is commonly used for many types of data
center interconnects but may not be well-suited for low-latency, high-bandwidth compute element-to-
compute element connections. PCle is a common industry standard for many device-to-device
connections, but historically it has been implemented using electrical interconnects. Can the PCle
standard be adapted to support optics?

Beyond PCle, emerging industry proposals are investigating low-latency Ethernet variants to meet both
Scale-up and Scale-out demands. Key initiatives include UEC and SUE-T for Scale-out architectures,
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alongside UALink and ESUN for Scale-up connectivity. These efforts focus on delivering higher
bandwidth and lower latency interconnects, complementing PCle-based solutions to enable next-
generation data center performance. Ensuring that optical communication technologies are fully
integrated into these initiatives is critical for achieving the scalability and efficiency modern Al data
centers require.

7.2.3 Compliance Testing

How will the compliance methodology be defined? Will test points from previous interface specifications
(e.g., IEEE 802.3 or OIF) be reused? For example, TP1, TP1a, TP2, TP3, TP4, TP4a, etc., are used
throughout various IEEE specifications. What metrics will be defined to determine compliance? Will new
metrics be required, or will existing metrics be modified?

7.2.4 Link Models

Regarding link models, will energy-efficient links be divided into electrical and optical segments and
modeled individually or collectively as an E-to-O-to-E interconnect?

7.2.5 Management

Management and control of EEls are crucial for minimizing power dissipation and latency while
achieving high data throughput and low error rates [5]. Will links advertise their capabilities? How will
these interfaces be controlled—by the host or by a primary initiator? Will it be autonomous?

7.2.6 Form factors

Mechanical form factors are also key considerations for achieving sufficient thermal management and
interconnect density. Most interconnects in use today utilize pluggable transceiver interfaces, which are
likely to continue being used in the near term. Are these form factors compatible with the requirements
of EEls in terms of electrical signal integrity, thermal performance, and bandwidth density?
Alternatively, will co-packaging-related form factors be considered, where the small OE module is
attached to the same substrate as the high-performance ASIC to minimize channel losses, signaling
discontinuities, and other impairments (e.g., crosstalk)? Or will the EEl module be attached to a separate
substrate to facilitate assembly and rework, with this separate substrate located adjacent to the host
ASIC to minimize channel impairments? This arrangement is sometimes referred to as "near-packaged
optics" (NPO).

7.2.7 Assessing Suitability/Value

The suitability of an EEI for a particular application must also be assessed in terms of power dissipation
or power savings. How will the power consumption of an EEl be defined? Will it include the host ASIC
SerDes at either end of the interconnect? Will the metric be picojoules per bit, or will it also include the

density of the interconnect, e.g., picojoules per bit per mm?, or picojoules per mm (referred to as
"beachfront" density)?

7.3 PCle—Opportunity for Energy Efficient Link Standardization

As an example of a potential interconnect standardization effort, a presentation made during this
Framework project study focused on PCle, an interconnect standard widely used for device-to-device
connections and viewed as a key technology for Al cluster networks.
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PCle Electrical Link: Root Complex Electrical End Point

Link

X PCle compliance points !

Figure 5: Generic PCle connection.

PCle has been established for many years, with its protocol and physical layer ASICs developed to
support electrical connectivity (Figure 5). However, several features are "optics unfriendly," including
the receiver detect mechanism that uses impedance to determine if a remote electrical receiver is
present and ready for traffic transmission. This mechanism doesn't work well with optical
implementations, especially if the optical device is AC-coupled electrically. Additionally, PCle uses
electrical idles with zero differential voltage, which is challenging for AC-coupled optical designs. Other
potential challenges include the use of spread spectrum clocks, which may not be well supported by
today's optical implementations.

The next generation of PCle is under development, and a working group (PCI-SIG) has been created to
investigate adopting features that would make PCle more "optics friendly." In parallel, groups are
exploring other optical link designs (e.g., DC-coupled) to address these challenges.

A possible roadmap for an OIF standardization effort for future PCle protocol generations is shown in
Figure 6. For the current PCle generation being developed alongside the PCI-SIG working group efforts,
optical extensions could be realized using an active optical cable (AOC) where the optical link functions
as a black box, with PCle-compliant ends. Unfortunately, this approach may not provide low latency due
to the additional PCle retimers, potentially limiting the cable's length and utility due to reduced reach. A
subsequent standardization effort (Figure 6b) could involve eliminating the retimers while still using a
"black box" AOC that is PCle compliant on both ends. The preferred solution would be to eliminate the
PCle retimers altogether, resulting in the lowest latency solution and therefore an optical extender with
the greatest reach and utility (Figure 6c)

PCIé Retimer for Optics PCle Retimer for Qptics

: — : (a) L — %
e | Y IAnbin
Root | £ |8 Black Box Optical Link El | & ! End Point
Complex | : 3 (black box implementation isn’t important .E 8! :
: s 2 as long as the link is PCle compliant) S H : ;
: : a; 1 1= i
e e e L
= ) — |
—H sl —
Root | IE Black Box for Split retimer N VEnd Point
Complex | lg (black box implementation isn’t important i.;: !
5L as long as the link is PCle compliant) 2 i
S | ¢ _li:, —
: [=—— © e i
; c |
Root : . . i End Point
Complen | Low Latency Black Box Optical Link " optics
Optics | | Aware
Aware | [
] (]

Figure 6: PCle standardization roadmap. (a) Current approach envisioned by PCI-SIG working group.
(b) Follow-on approach with a low latency, PCle compliant link. (c) Ultimately developing a low-
latency version where endpoints support optical links (likely PCle non-compliant).
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7.4 Additional interoperability standardization projects within OIF

In addition to the PCle enhancements, other possible OIF projects include 1) a new ELSFP form factor to
enable WDM-based optical links for higher bandwidth density, 2) a standardized optical signaling
approach for scale-up environments to ensure interoperability and ultra-low latency, and 3) a high-
density connector design that supports greater lane counts and higher data-rates for both scale-up and
scale-out deployments. These initiatives aim to complement Ethernet-based protocols and address
physical challenges as Al and HPC systems scale to massive sizes.

8 Summary

This EEl Framework document is an extension of the original Co-Packaging Framework document
published in February 2022. Although many of the issues and challenges are similar, this EEl Framework
effort focuses on energy efficiency as it applies to Al applications. The document reviews different types
of interconnects found in Al systems, categorized into Front-End Interconnects (FEl), Back-End
Interconnects (BEI), and Compute Interconnects (Cl). Each type has specific requirements regarding
power consumption, latency, interoperability, bandwidth density, and transmission distance.

Recommendations include focusing on Back-End and Compute Interconnects for standardization efforts,
with immediate attention to energy-reducing and low-latency technologies for BEls. The document also
highlights the need for advancements in Cl technologies, particularly for local compute element-to-
compute element applications.

Finally, “optically enabled” PCle extenders is given as an example for potential standardization. A
roadmap for incrementally adopting optics into the PCle application space is proposed for developing an
energy-efficient optical interconnect interface.
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10 Glossary

AOC: Active Optical Cable; a cable with integrated optical transceivers for high-speed data transmission.

ASIC: Application-Specific Integrated Circuit; a customized chip designed for a particular application.
BEI: Back-End Interconnect; interconnects for scale-out Al clusters and HPC systems.
Cl: Compute Interconnect; links between compute elements for scale-up architectures.

CMIS: Common Management Interface Specification; a standard for managing optical modules.
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CPO: Co-Packaged Optics; optical components integrated closely with ASICs.

CXL: Compute Express Link; an open standard for high-speed CPU-to-device and CPU-to-memory
interconnect.

D2D / C2C: Die-to-Die / Chip-to-Chip; short-reach interconnects between integrated circuits.

ELSFP: External Laser Small Form-factor Pluggable; a form factor for optical modules containing high-
power cw lasers.

ESUN: Enhanced Scale-Up Network; emerging standards for scale-up connectivity.

FEC: Forward Error Correction; a technique for error detection and correction in data transmission.
FEl: Front-End Interconnect; links within a data center for external connectivity.

HBM: High Bandwidth Memory; a high-performance memory interface for 3D-stacked DRAM.
HPC: High-Performance Computing; systems designed for large-scale computational tasks.

NPO: Near Packaged Optics; optical modules placed close to ASICs for reduced signal loss.

OE-engine: Opto-Electronic Engine; a module that converts electrical signals to optical signals and vice
versa.

PCle: Peripheral Component Interconnect Express; a high-speed interface standard for connecting
components.

PLL: Phase-Locked Loop; a control system that generates a signal in synchronization with a reference
signal.

SerDes: Serializer/Deserializer; converts data between serial and parallel formats.

TP1, TP2, TP3, TP4: Test Points; reference locations for compliance testing in interface specifications,
e.g. IEEE 802.3 standards.

UALink: Universal Accelerated Link; emerging standards for scale-up connectivity.

UEC / SUE-T: Ultra Ethernet Consortium / Scalable Ultra Ethernet Transport; initiatives for low-latency
Ethernet.

11 Open Issues / current work items
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